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Background: Genome Seqguencing =
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Background: The Importance of Genome Sequencing
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Background: Sequence Alignment (aka. Read Alignment) =

| Reads pre-processing |
| Quality check [FastQC] |
| Adapter trimming [Cutadapt] '

The essential step in genome analysis pipeline.

[Bowtie, BWA, Novoalign, SOAP, MOSAIK]

[ Read alighment / Mapping J

[T T TS ‘~ 300 hours when aligning the NA12878 dataset!ll,

Alignment post processing
Removal of PCR duplicates [PiCard Tools]

Variant calling 30% execution time in the genome analysis pipelinel?,
[GATK, SAMTools, FreeBayes, DeepVariant]

[1] H. Li, “Aligning sequence reads, clone sequences and assembly contigs with BWA-MEM,” arXiv:1303.3997 [g-bio], May 2013.
[2] T. J. Ham et al., “Genesis: A Hardware Acceleration Framework for Genomic Data Analysis,” in ISCA, Los Angeles, CA, 2020.
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Background: Sequence Alignment Pipeline =
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Background: Sequence Alignment Pipeline =
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Motivation and Challenges: Key Observation =
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Diversity Problem
The proportion of two phases is varied
The total execution time of each read iIs also varied.



Motivation and Challenges: With Ideal Scheduler? =

Current Batch Next Batch
Reads:| 2 || 8| [4 [ 5] 6 ][ 7][8 (9 ]l10][11] L2184 ]ls5]l6]l7 ] 8]9]
~ -~ Stalled by ‘/1//’"
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Buffer or Software J’ ¢ l J’
hits: @ | | Coirdinftorl |
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'l, |)I'O‘\:'. i)l](;ﬁ 11S
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Seed-Extension 33 / @ 41 3:3[|4-2f|6-1[41 g y
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HE = [ ‘E'] Benefit-3: Read 2 is not stalled by hit 2-2.
ead 2 waits Read 1 Read 2
completed  for hit 2-2 completed completed

Traditional approach with

Traditional approach
hardware schedulers

We argue that multi-phase scheduling is a promising solution
to this problem.




Motivation and Challenges: Three Challenges =

g Challenge-1: Seeding Termination Diversity A
How to schedule the idle SUs efficiently when considering the
9 execution time of SUs is sensitive to the input reads. Y
4 . . . A
Challenge-2: Extension Scales Diversity
How to avoid the under-utilization and workload imbalance of the
9 EUs when the hardware design is specified in advance. Y
4 N

Challenge-3: Hit Characteristics Diversity

How to cache and analyze hit in a lightweight way since the number
and features of the hits generated by each SUs are varied.
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NvWa Accelerator: Architecture Overview

m (Solving Challenge-1) Seeding Scheduler.

. Inefficiency of previous scheduling strategy.
<—— Ctrl Path <«—— Data Path

. Propose one-cycle scheduling architecture. =" "=~ =
: Seeding Scheduler

] One-Cycle Read Allocator

Read Scratchpad
Memory (SPM)




NvWa Accelerator: Architecture Overview @

<+—— Ctrl Path <+—— Data Path

» (Solving Challenge-2) Extension Scheduler.
. Latency model for EUs latency.
« Propose hybrid-unit strategy.

: Extension Scheduler
! Hybrid Units Manager ‘—L




NvWa Accelerator: Architecture Overview @

<+—— Ctrl Path <+—— Data Path

Coordinator |-

Hits Buffer||.
F ! :

» (Solving Challenge-3) Coordinator. 11| Allocate |f:
« Two coordinate problem. Jujger ,
. Propose micro-architecture design. Hits '

Allocator




NvWa Accelerator: Architecture Overview

<+—— Ctrl Path <+—— Data Path
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. SUs and EUs are based on previous work. \/

« Unified Interface for flexibility.
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Seeding Scheduler =

One-Cycle Read Allocator
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Extension Scheduler:

Workflow of Systolic Array =
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Extension Scheduler: Execution Latency vs. Hit Length
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The latency is optimal when the hit length
and the PE number are close.




Extension Scheduler: Hybrid Unit Strategy
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Coordinator: Two Scheduling Problems

[ Hits Fragmentation Problem and Solution \ Toy Example
= Problem: The allocated failed hits will be kept in hits buffer, Hits EUs
which leads to a fragmentation problem. 103 g
= Solution: 7 -"125 ‘ ‘ :’lsi:
m Define the allocated hits offset to know where to read the 40 m— Ty =
hits in the subsequent scheduling. 29 ‘ ‘ ‘ =
m Sort to move the unprocessed hits to the end of the data

\ batch. /

/ Hits Allocation Problem and Solution \ Coordinator
= Problem: How to get a good tradeoff in execution latency and
parallelism?
= Solution:
» Group the EUs into several groups according to its PE
numbers. L -
k = Alow-latency greedy allocation strategy. ) — izss : 5
Waiting for next B Ty -
scheduling 1i=F
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Coordinator: Micro-architecture
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Evaluation: Methodology @

= Architecture Simulation:
. System Implementation: cycle-accurate and execution-driven simulator using Python
. Key Components: write Chisel3 and generate Verilog
« CAD Tools: Synopsys Design Compiler with the SIMC 14 nm standard VT library
- Memory: Ramulator

s Baseline:
. CPU: BWA-MEM (16 cores @ 2.10GHz + 128GB DDRA4)
. GPU: GASALZ2 (NVIDIAA100 GPU)
« FPGA: SeedEX[MICRO20]+ERT[ISCA'21]
. ASIC: GenAXx[ISCA'18]
« PIM: GenCache[MICRO19]

m Datasets:
. Platinum NA12878 genome dataset
. Five datasets generated by DWGSIM and NCBI reference genome
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Evaluation: Throughput =
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Evaluation: Throughput =
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Evaluation: Throughput =

CPU-BWA-MEM(t=16)
GPU-GASAL2
FPGA-ERT+SeedEx
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PIM-GenCache
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1. NvWa provides 2.30x speedup when compared with SOTA accelerators.

2. Three strategy provides 3.32x, 1.73x, and 2.38x, respectively.
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Evaluation: Resource Utilization

The hits allocation of EUs
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NvWa provides high utilization (97.1%, 85.4%) and high correct allocation (87.7%).




Evaluation: Power Consumption =

Module Category Area(mm?) Power(W)

SUs! Logic 0.5 0.36
Table SRAM 2.16 0.71
EUs Logic 1.62 0.30
Table SRAM 21.15 3.614

Seeding Scheduler ( SPM 0.13 0.04 ‘i
Logic 0.1 0.072
Extension Scheduler Table SRAM 0.065 0.021
Logic 0.23 0.165
. SRAM Buffer 0.782 0.257

Coordinator

\ Logic 0.273 0.215 Z

Total N/A 27.009 5.754

1. Three key components only have 1.58 mm2and 0.77W.
2. NvWa provides 5.85x energy reduction when compared with SOTA accelerators.

g



Evaluation: Sensitivity Analysis =

The performance on The hits distribution percentage
multiple datasets of multiple datasets.

o
= Short Reads  Long Reads 1009 P 11

) o | 1 — —
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NvWa shows considerable performance gain on multiple datasets(384x~259x).
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Conclusion

NvWa leverages multi-phase scheduling mechanisms and architectures to enhance the throughput
of sequence alignment accelerators.

n We first identify an execution diversity problem that appears in the sequence alignment process, which
limits the end-to-end sequence alignment throughput.

s NvWa aids the accelerator design for the multi-phase scheduling mechanisms and architectures with
the followings:

= Seeding Scheduler is targeted to realize the efficient execution of the seeding units.
= Extension Scheduler is designed to maximize the efficient execution of extension units.
= Coordinator buffers the hits finished by the SUs and allocates them reasonably to the idle EUs.

= NvWa can provide 493x, 200x, 12.11x, 2.30x speedup and, 14.21x, 5.60x, 4.34x, 5.85x energy saving
over a 16-thread BWA-MEM, GASAL2, GenAx, and GenCache.

D Y



The 29th IEEE International Symposium on High-Performance Computer Architecture (HPCA-29)

NvWa: Enhancing Sequence Alignment Accelerator
Throughput via Hardware Scheduling

D) | dwdiziit

XPU-driven Research on Sys and Arch.




	幻灯片编号 1
	Presentation Outline
	Background: Genome Sequencing
	Background: The Importance of Genome Sequencing
	Background: Sequence Alignment (aka. Read Alignment)
	Background: Sequence Alignment Pipeline
	Background: Sequence Alignment Pipeline
	Presentation Outline
	Motivation and Challenges: Key Observation
	Motivation and Challenges: With Ideal Scheduler? 
	Motivation and Challenges: Three Challenges 
	Presentation Outline
	NvWa Accelerator: Architecture Overview
	NvWa Accelerator: Architecture Overview
	NvWa Accelerator: Architecture Overview
	NvWa Accelerator: Architecture Overview
	Seeding Scheduler
	Extension Scheduler: Workflow of Systolic Array
	Extension Scheduler: Execution Latency vs. Hit Length
	Extension Scheduler: Hybrid Unit Strategy
	Coordinator: Two Scheduling Problems
	Coordinator: Micro-architecture
	Presentation Outline
	Evaluation: Methodology
	Evaluation: Throughput
	Evaluation: Throughput
	Evaluation: Throughput
	Evaluation: Resource Utilization 
	Evaluation: Power Consumption
	Evaluation: Sensitivity Analysis
	Presentation Outline
	Conclusion
	幻灯片编号 33

